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Abstract. This paper describes a study on diversity in image search results. One
of the first test collections explicitly built to study diversity — the
ImageCLEFPhoto 2008 collection — was used in an evaluation exercise in the
summer of 2008. Analyzing 200 of the runs submitted by 24 research groups
enabled the relationship between precision and result diversity to be studied. In
addition, the level of diversity present in search results produced by retrieval
systems built without explicit support for diversity was computed. The
remaining potential to improve on diversity was calculated and finally, a
significant preference by users for diverse search results was shown.

1 Introduction

A relatively overlooked topic of information retrieval research is diversity in search
results. Despite the seemingly wide adoption of this technique in certain parts of the
commercial web search sector, relatively little research has been published and there
are almost no test collections available to evaluate methods. As an initial step to
overcome the lack of a suitable benchmark for studying this topic, the
ImageCLEFPhoto 2008 test collection was created to foster research in promoting
diversity in search results. In addition to being a task in the CLEF 2008 evaluation
campaign, the collection and run data was additionally analyzed to enable a broad
study of search diversity to be conducted, which is the subject of this paper. We start
with a brief survey of research in diversity in Section 2, followed by a description of
the design and construction of the collection in Section 3. Next details of the run data
submitted to the ImageCLEFPhoto 2008 task of CLEF are outlined, followed by the
series of experiments conducted on the data in Sections 4 and 5. Finally conclusions
and directions for future work are described in Section 6.

2 Literature Review

The underlying principle of most retrieval systems is to rank documents in the order
of their similarity to the query. However such an approach fails to consider how
similar relevant documents should be retrieved; neither does it consider the potential
for queries with different interpretations, where documents relevant to distinct
interpretations might need to be retrieved at the same time. Sparck Jones et al. [1]
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discussed the need to consider such retrieval and more recently, Sanderson [2]
demonstrated the extent of queries in search logs that have multiple interpretations.

Some research on devising search algorithms that promote diversity has been
conducted: Maximal Marginal Relevance (MMR) [3]; Maximal Diverse Relevance
from Zhai [4] and follow on work from Chen and Karger [5]. A common theme to the
work was almost a complete lack of a test collection with queries that required diverse
search with relevance judgments that describe links between documents. The TREC
interactive tracks in TREC 6-8 created relevance judgments with topic clusters,
however only 20 topics were created [6, 7]. More recently Clarke et al [8] adapted a
question-answering collection to be used as a retrieval collection with topic clusters in
its relevance judgments. To the best of our knowledge, these collections represent the
totality of resources available to the research community. We describe the adaptation
of an existing test collection to support measurement of diversity.

3 Building a Test Collection to Test Diversity

ImageCLEFPhoto [9] is a sub-task of ImageCLEF, which itself is part of CLEF (the
Cross Language Evaluation Forum). In 2008, it was decided to make diversity the
main research focus of the task. ImageCLEFPhoto used the IAPR TC-12 collection
for the past three years [10, 11, 12], and it was extended to allow diversity
measurement, by grouping the relevance judgments of existing topics into clusters
that reflect relationships between relevant images in the collection.

A subset of topics was identified from the collection’s existing 60 that were judged
to be in need of diverse results. For the majority of the topics, the clustering was clear.
For example, if a topic asked for “images of beaches in Brazil”, clusters were formed
based on location; if a topic asked for “photos of animals”, clusters were formed
based on animal type. Out of the 60 existing topics it was judged that 39 were
appropriate to use in the 2008 evaluation. The topics were classified into two classes:
Geographical (22) and Miscellaneous (17). On average there are 8 clusters per topic
with an average of 62 relevant images per topic. Detail on the processes of topic
selection and cluster assessment can be found in [12].

Participating groups in ImageCLEFPhoto were asked to return runs, containing a
ranked list of images for each of the 39 topics. Of the 24 groups who submitted runs,
one submitted a substantial number; consequently, a post hoc ten run limit per group
was imposed. This resulted in a set of 200 runs (not all groups submitted ten). Details
of the methodologies used by the participating groups can be found elsewhere [13].

Evaluation was based on precision measured at a fixed rank of 20, P20, and a
diversity measure based on a statistic proposed by Zhai et al. [13]: Cluster Recall
(CR) [14] measured at rank K defined as follows:

clusters(K)

fc
where clusters is the number of different clusters in the document ranking up to and
including the document at rank K, and tc is the total number of clusters in a particular

CR(K) =
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topic. When a single evaluation measure was needed, the classic harmonic mean f was
used. It is defined as follows:

4  Data Analysis

A series of analyses of the run data set were conducted, which are now described. The
first analysis was simply to scatter plot the runs based on the P20 and CR20 of each
submitted run. As can be seen in Figure 1, the two measures were well correlated
(correlation coefficient was 0.8). This initial result might suggest that diversity is not
worth considering. However, the next experiment showed this not to be the case.
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Fig. 1. Precision at rank 20 (P20) versus cluster recall at rank 20 (CR20)

Because the documents, topics and images marked as relevant in the
ImageCLEFPhoto 2008 test collection were as the same as those used in 2006 and
2007, it was possible for a comparison to be made between the 2008 runs and those of
the previous years. In both past years, diversity was not evaluated; so participating
groups had little motivation in building a retrieval system that supported it. However
because topic cluster judgments were added, it was possible to calculate cluster recall
on each 2006 and 2007 run and compare to the 2008 runs so as to understand the
difference between retrieval systems that supported diversity and those in the previous
years that did not.

Measuring average CR20 in 2006, 2007 and 2008 revealed that in 2008 it was
substantially higher: 0.30 compared to 0.20 in 2007, 0.21 in 2006. However, since the
same relevance judgments were used across the three years, some form of learning
effect might have impacted on the results. There was evidence for this as there was an
overall increase in the precision of runs submitted in 2008 compared to 2006 and
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2007. Given, that the previous analysis showed that high precision is likely to lead to
high cluster recall, simply comparing cluster recall values across the two years was
not sufficient. Therefore, a different data analysis was devised.

Comparisons between the 3 years were restricted to pairs of runs from different
years that had the same value of precision. Such pairs were identified and the CR on
each was compared. For 2007, 37 pairs were found (24% of all 2007 runs) and for
2006, 35 pairs (25%). Across the 2007-2008 comparisons, in 34 pairs (92%), the
cluster recall in 2008 was higher than in 2007. For the 2006-2008 comparisons 27
pairs (77%) of the 2008 cluster recall scores were higher. Sign and t-tests revealed
that both comparisons were significant at the 0.05 level. Even after controlling for the
increase in precision across the years, cluster recall increased substantially and
significantly in 2008.

4.1 The Relationship of Cluster Recall to Precision

Participants in the 2008 task reported that applying diversification strategies was often
at the expense of reduced precision [15, 16] and an examination of the graph in Figure
1 provide some support for this concern, where it can be seen that runs with the very
highest precision did not have the highest cluster recall.

Therefore, we studied the ten best runs from each of the 24 participating groups as
determined by f. We conducted a pair-wise analysis, this time on a per topic basis. For
each topic, pairs of runs that had an equal P20 were identified and those that had a
maximal difference in CR20 were selected. Thus the two runs represented extremes of
diversification, but at equal precision. For each of the 39 topics, up to 20 unique pairs
at 18 different precision values were identified. A run for a particular topic was used
only once in any pairing. The 18 P20 values were from 0.1 to 1.0 increased in 0.05
steps. A total of 2,339 unique pairs were found. The arithmetic mean over the cluster
recall difference of the runs in one pair is 0.24 with a standard deviation of 0.14.

Table 1. Overview of arithmetic means of all pairs at various precision levels

Precision at rank Cluster Recall (CR20) Mean Precision Std. Dev

5 Lower 0.49 0.33
Higher 0.51 0.33

10 Lower 0.43 0.26
Higher 0.44 0.26

15 Lower 0.40 0.23
Higher 0.41 0.23

We studied Precision at ranks 5, 10, and 15 for each of the pairs. Perhaps surprisingly,
Table 1 showed that the more diverse runs (Higher CR20) had a slightly higher
precision than the less diversified result runs (Lower CR20). A paired two-tailed t-test
revealed that all differences were significant: P5, p<0.0005; P10, p=0.014; P15,
p=0.042. The average difference in CR between the 2,339 pairs was 0.33. The P5
differences for the subset of pairs with a CR difference below the mean were
examined and a small significant difference was found in precision measured at rank
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5, p<0.0005. The results show that for runs with the same P20 value but with a high
cluster recall, the relevant documents occurred at a higher average rank than runs with
a low cluster recall. This is a result that runs counter to the concerns that promoting
diversity in ranks lowers precision.

4.2  Estimating the Potential to Improve Diversity

Although it was clear from the 2006/7-2008 analysis that support for diversity in
retrieval systems was improved significantly in 2008, it was judged interesting to
know what potential there was for improving cluster recall further. Therefore, two
analyses were applied to the run data from 2007 and 2008. For all the submitted runs
for each topic, each relevant document was replaced by another relevant document
taken from the grels file. The precision at rank 20 for each run was thus unaffected
after the replacement process, but the cluster recall was altered. Two types of relevant
document replacement were tried:

1. Randomly replace each relevant document in a run with a different relevant
document taken from the grels file. The aim behind this was to establish a random
baseline for diversity across all runs regardless of their precision value.

2. All relevant documents were replaced with other relevant documents from the grels
file such that the maximum possible CR20 for that run would result. Here some
idea of the upper bound on cluster recall for the runs would be calculated.

The results of these analyses are shown in Table 2. As expected, the magnitude in
improvement for CR20 for both replacement strategies was largest for the 2007 runs.
It was notable that the random replacement strategy outperformed the original
diversified runs in 2007 and in 2008 by 23.5% and 14.8% respectively. From these
results, it would appear that there is still considerable potential for improving methods
to promote diversity.

Table 2. Changes in CR20 values using two different randomisation strategies

Year Original Random Improvement Max. CR Improvement

2007 0.23 0.29 23.5% 0.36 56.2%
2008 0.31 0.35 14.8% 0.45 47.0%

5 User Experiment

The key motivation for promoting diversity in ImageCLEFPhoto 2008 was the belief
that a diverse yet relevant result set is more likely to satisfy a user’s need. However,
as far as we know, little research has been published showing user preference for
diverse search results. Carbonell & Goldstein [3] and Song et al. [17] conducted user
experiments, but with 5 users involved in each. Thus we used the 2008 run data to
conduct such a similar but larger experiment.
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We randomly selected a set of 25 topics (proportionally to the number of topics in
each category and sub-category) and for each topic we searched in the 2008 runs for
pairs where each topic had an equal P20 and a maximal difference in CR20. Because
the earlier experiments showed that precision paired runs with different cluster recall
had consistent differences in the ranking of the relevant documents, it was decided to
remove all non-relevant images from the runs. The search results of each paired run
were displayed side-by-side, with the retrieved images and captions arranged in a
simple grid. To remove order effects, the runs with the low and high CR20 were
randomly chosen to be on the left or right side of the side-by-side display.

A total of 31 persons were involved in the user experiment, most of whom were
students from the University of Sheffield. For each topic, participants were instructed
to select the result set that in their opinion was the better result for the given query. If
participants had no preference for one of the two given results they could chose that
both result sets are “equally good” or they could choose that “neither” were any good.
The intention of the survey was not revealed to the participants. The more diversified
result set was randomly presented on the left or right result set. The users were not
informed that non-relevant images were removed.

5.1 Results

Across the 25 topics and all users, 54.6% preferred the more diversified results set
and 19.7% preferred the less diversified set; 17.4% thought the both result sets were
equal and 8.3% chose “neither”. This agrees with the results from previous studies,
e.g. in the study by Carbonell and Goldstein [3], 80% of users preferred diverse
results over those generated from a “standard” ranking. An examination of individual
user behavior reflected the globally calculated preferences. Only one user preferred
the less diversified set more often than the more diversified. In all other cases users
consistently favored the more diversified results more often than the less diversified
across the 25 topics. However, not in all those cases was the more diversified option
the most selected. Three persons judged the majority of the result set to be equally
good and one person chose the “neither” option the most. Nevertheless, a paired two-
tailed t-test showed there was a significant difference measured between the
participant preferences for the result set with a high cluster recall over the one with a
low cluster recall at rank 20 (p<0.0005).

On a topic-by-topic basis the results were very similar to the user behavior results.
In only four topics did the majority of users favour the less diversified result set. In
the remaining 21 topics the more diversified result set were always the most chosen
option. As with the user overview, there was a significant difference between the
more diversified versus the less diversified results (p<0.05). This study provided
strong evidence that users do care about diversity. From a user’s perspective, the more
diversified result set was significantly preferred over the less diversified set.

In a post experiment questionnaire, participants were asked how often they used an
image search engine: 9.7% used image search engines on a daily basis; 41.9%
weekly; 29.0% monthly; 16.1% very seldom and 3.2% never use images search
engines. In an open question on important properties of image search engines, most
stated (in some form of words) that relevance was critical, additionally, users
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explicitly responded that they like a variety of relevant images retrieved, avoidance of
duplicate images or a wide range of relevant images.

6 Conclusions and Future Work

This paper reported on an analysis of the 2008 ImageCLEFPhoto task and its
principle focus on studying diversity in search results. The challenge for participants
was to maximize both the number of relevant images, as well as the number of
relevant image clusters represented within the top 20 results. The new task attracted a
large number of submissions, which allowed a number of experiments to be
conducted on the submitted run data set. The key results of the experiments were:

1. A comparison between the 2008 and 2006/7 versions of the task showed that
retrieval systems not explicitly built to maximize diversity (as typified in the
2006/7 tasks) had significantly lower CR than the systems that explicitly supported
diversity. In other words “standard” retrieval systems do not by default support
diversity well.

2. Although there was a concern that building a retrieval system that maximizes
diversity was likely to impact on precision, there was little evidence to support this.
However, experiments to establish upper bound and random baselines for diversity
showed that there is much potential to improve diversity in the future.

3. Finally, a user experiment showing pairs of search results at different levels of
cluster recall produced significant evidence showing that users preferred the search
results that were more diverse.

The results shown here strongly suggest that support for diversity is an important and
currently largely overlooked aspect of information retrieval. However, these results
were derived from one image test collection and it is reasonable to question how
applicable the results will be in other IR domains such as full text document search, or
when studied in different searching tasks. Because of the lack of testing resources,
there are limited examples to draw conclusions from. However, the small user study
of Carbonell and Goldstein [3] showing preference for diversity was conducted on a
“TREC-like” full text document collection indicating that preferences for diversity is
not just a feature of image search. Clearly further work is required to confirm such
tentative views.

The future work planned is first to better understand the needs of users with respect
to diversity and then to create a substantially larger collection for ImageCLEFPhoto
2009 to enable a broader range of diversity experiments to be conducted.
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